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ABSTRACT

Real-time fall detection using wearable devices is essential for TinyML applications, but
continuous neural network inference can be expensive for low-power microcontrollers. This paper
presents a two-stage fall detection framework that utilizes Mahalanobis distance as a lightweight
pre-filter before a CNN classifier. In the first stage, accelerometer data is converted into a nine-
dimensional statistical feature vector and compared against a reference distribution of non-fall
movements. Windows that fall below a specified threshold are considered low-risk and bypass the
CNN, while suspicious ones proceed to the second stage for classification. Evaluated on the KFall
dataset with 62,204 windows, the Mahalanobis pre-filter achieved fall recall rates of 98.18% and
98.55%, and false-positive rates of 39.35% and 37.40%, respectively. On an ESP32-S3
microcontroller, the first stage required only 196 microseconds per window, resulting in an
average computation reduction of about 58.9-60.6% compared to CNN-only inference.
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1. INTRODUCTION

The global demographic shift toward an aging population has increased the demand for reliable
fall detection systems to ensure the safety of elderly individuals [1]. Wearable devices equipped
with Inertial Measurement Units (IMUs) are popular for their non-intrusive nature and continuous
monitoring of physical activity [2]. However, implementing advanced detection algorithms on
resource-constrained microcontroller units (MCUSs) presents challenges related to computational
overhead and energy consumption [3, 4]. Existing wearable systems often struggle to balance high
detection accuracy with constraints on battery life and processing power [5].

Early fall detection systems typically used simple threshold rules based on acceleration
magnitude or body angle [6]. While these methods are fast and easy to implement, they can
generate many false alarms during dynamic activities like jogging or lying down. Recent advances
involve deep learning models, such as convolutional neural networks (CNNs) [7, 8], recurrent
neural networks (RNNs), and long short-term memory (LSTM) networks, which can learn
temporal patterns from sensor data [9, 10]. More broadly, human activity recognition systems also
depend on well-defined temporal segments, as shown in frame-level video annotation for dynamic
Vietnamese sign-language gestures [11]. However, continuous inference with these models is
demanding for small, embedded platforms, resulting in a trade-off between detection accuracy and
deployment cost [12].

Some studies have focused on optimizing edge-based fall detection using model compression
techniques such as weight pruning and quantization, which reduce memory and latency but often
require extensive retraining and can degrade detection sensitivity [8, 13]. Other researchers have
proposed multi-stage systems that initially utilize simple magnitude-based thresholds [14], but
these approaches frequently fail to capture the complex correlations among accelerometer axes
[15]. Threshold-based preprocessing has also been used in radar-based human activity
classification to retain meaningful micro-Doppler regions before CNN classification, improving
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accuracy over unprocessed inputs [16]. The Mahalanobis-based approach presented here addresses
these issues by employing a multivariate statistical metric that maintains high discriminative power
with minimal computational overhead [17].

This study presents a two-stage framework for low-cost fall detection on wearable embedded
devices. In the first stage, the Mahalanobis distance is used to synthesize nine statistical features
into a single distance score, which helps determine whether to filter a window or send it to the
CNN classifier. The approach leverages the combined behavior of acceleration axes and employs
a straightforward decision logic with a single adjustable threshold. A lower threshold enhances
sensitivity, while a higher threshold decreases CNN activation for better computational efficiency.
The experimental protocol encompasses pre-fall and post-fall transition windows, utilizes a
subject-level split, and reports MCU timing on the ESP32-S3 hardware. The paper is structured as
follows: Section II outlines the two-stage framework and decision logic; Section III details the
experimental setup and metrics; Section IV discusses pre-filtering performance; and Section V
concludes with future research directions.

2. PROPOSED METHODOLOGY

2.1. System architecture

neural network
model

using a Mahalanobis pre-filter and CNN.

The proposed system features a two-stage structure for real-time fall detection on wearable
devices. The first stage uses a Mahalanobis distance pre-filter to evaluate accelerometer signal
windows. If the distance from a non-fall reference distribution falls below a threshold, the window
is labeled low-risk and bypasses the second stage. If it exceeds the threshold, the window is
processed by a CNN classifier. This design allows the Mahalanobis stage to select candidates for
the CNN while filtering out many normal activities, minimizing unnecessary CNN activations.
While a false positive in the first stage only triggers an extra CNN check, a false negative is critical
as it prevents the CNN from assessing potentially dangerous movements. By focusing expensive
CNN computations on complex patterns, the system efficiently maintains high detection reliability.

2.2. Stage 1: Mahalanobis distance pre-filtering
In Stage 1, statistical features are extracted from each accelerometer window to represent
physical movement patterns. For each data segment, a nine-dimensional feature vector f is
generated as follows:
f= [p-x' Ox, Ty, Hy, Oy, Ty, Uz, Oz, rz] €
where |;, 0; and r; denote the mean, standard deviation, and range (maximum - minimum) of the
accelerometer signal for axis i € x,y, z, respectively.

The Mahalanobis distance, Dy, is then calculated to measure the similarity between the current
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feature vector and a reference distribution representing routine activities. The following equation
defines the distance:

Du(f) =V (f —WTS™1(f — ) )
In this expression, p € R represents the mean feature vector and S € R is the covariance
matrix estimated from training samples of non-fall activities. To ensure real-time performance on
resource-constrained hardware, the inverse covariance matrix S™! is pre-computed offline and
stored in the device memory. Finally, the computed D, value serves as the primary metric for the
pre-filtering decision logic. The system compares D), against a predefined threshold t. If Dy, <7,
the movement is classified as a routine activity and filtered out immediately without invoking the
neural network. This stage effectively separates common daily motions from complex or sudden
events that require further analysis in the second stage.

2.3. Stage 2: Neural network
Table 1. CNN architecture used as the second-stage classifier.

Layer Output shape Parameters

Input (None, 100, 4) 0
Slicing and reshape (None, 100, 1, 1) 0
Channel convolutions (x4) (None, 10, 1, 16) 2,176
Concatenate (None, 40, 1, 16) 0
Reshape (None, 4, 10, 16) 0
Conv2D (None, 1, 8, 32) 6,176
Flatten (None, 256) 0
Dense (None, 64) 16,448
Dense (None, 32) 2,080
Output dense (None, 2) 66
Total 26,946

The second stage of the framework is activated when the computed Mahalanobis distance exceeds
the predefined threshold t. Upon triggering, the system retrieves raw tri-axial accelerometer data
from a circular buffer synchronized with the trigger for detailed classification. In contrast to the
statistical summaries used in the pre-filtering stage, the neural network processes full temporal
sequences, enabling better distinction between actual falls and dynamic daily activities.

This stage can use different neural network architectures, such as CNNs, RNNs, or LSTM
networks. In this study, we use a compact CNN model implemented in our previous work as the
second-stage classifier. The CNN input is a 2-s window with 100 samples and 4 channels: accy,
accy, acc,, and RMS acceleration. The network uses separate channel convolutions,
concatenation of feature maps, a 2-D convolution layer, and fully connected layers for binary
classification. It contains 26,946 trainable parameters and requires approximately 174K FLOPs
per inference. In the proposed framework, this CNN is executed only for candidate windows
selected by the Mahalanobis pre-filter.

3. EXPERIMENTAL

3.1. Dataset

The proposed framework’s performance is evaluated using the KFall dataset [18], which
includes movement recordings from 32 healthy participants. Data were collected using an IMU
sensor at the waist, sampled at 100 Hz, and downsampled to 50 Hz for efficiency. The continuous
data were segmented into 2-second windows with 50% overlap, resulting in 62,204 samples. This
includes 35,889 windows for ADLs, 24,471 for pre- and post-fall situations, and 1,844 for specific
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fall events. While useful for controlled evaluation, the KFall dataset lacks representation of the
target elderly population, as the subjects are young and healthy. Therefore, these results serve only
as an initial validation for the proposed embedded method, highlighting the need for further testing
with older adults in daily-life conditions.

3.2. Train-test protocol

The dataset was divided into two groups, Group A and Group B, with each group containing
all windows from 16 randomly selected participants. This subject-level division prevented
overlapping windows from the same subject from appearing in both the training and test sets. Two
evaluation runs were conducted: Group A was used as the training set and Group B as the test set
in the first run, and the roles were reversed in the second run. Mahalanobis reference parameters,
including the mean vector and covariance matrix of the non-fall training windows, were estimated
only from the training group.

After obtaining the Mahalanobis distances for the training group, the threshold t was selected
solely from the training data. The threshold selection prioritized fall safety, requiring fall recall in
the training set to be at least 99%. Among the thresholds that met this criterion, the one that
provided better non-fall filtering was selected. The estimated Mahalanobis parameters and the
selected threshold were then fixed and applied to the unseen test group for evaluation. In this
experiment, the selected thresholds were T = 2.13 for the Group A training run and T = 2.07 for the
Group B training run.

3.3. MCU deployment

The proposed two-stage framework was implemented on an ESP32-S3 MCU running at 240
MHz. The firmware was compiled using xtensa-esp32s3-elf-gcc. The deployment was designed to
measure the runtime cost of both processing stages under the same embedded platform. For Stage
1, the measured processing path includes min-max normalization, extraction of the 9 statistical
features, and computation of the Mahalanobis distance. The inverse covariance matrix and the
selected threshold were stored in device memory, so the online computation only required feature
calculation and matrix-based distance evaluation.

For Stage 2, the CNN classifier was deployed after quantization to reduce memory usage and
inference cost on the MCU. The quantized CNN was executed only for windows that passed the
Mahalanobis pre-filter. The execution time of both Stage 1 and Stage 2 was then measured on the
ESP32-S3 to evaluate the practical computational cost of the proposed framework.

3.4. Evaluation metrics

The first-stage pre-filter is evaluated as a candidate selector. The positive class means that a
window is forwarded to the CNN. The negative class means that the window is filtered out.
Recall is used as the main safety metric:
Recall = e 3)
TP+ N
where TP is the number of fall windows forwarded to the CNN, and FN is the number of fall
windows filtered out by the pre-filter.

The false positive rate (FPR) measures how many non-fall windows still activate the CNN:

FPR = ——— (4)
FP+TN
Specificity measures the filtering ability for non-fall windows:
e TN
Specificity = TN+ FP (5)

The activation rate is the percentage of all windows sent to the CNN:
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Activation rate — TP + FP ©
CHvatonrate = op T FP + TN + FN

The filtering rate is the percentage of all windows bypassing the CNN:
TN + FN
TP+ FP+TN+FN 7
For computational analysis, the CNN-only baseline runs the CNN for every window. The
proposed hybrid system runs the Mahalanobis pre-filter for every window and runs the CNN only
for activated windows.

Filtering rate =

4. RESULTS AND DISCUSSION

4.1. Mahalanobis pre-filtering performance
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Figure 2. Confusion matrices of the Mahalanobis pre-filter:
(a) Group A; (b) Group B, (c) Combined result.

The Mahalanobis pre-filter was evaluated as the first decision stage of the proposed framework.
In this stage, the positive class denotes a window forwarded to the CNN, while the negative class
denotes a window filtered before CNN inference. Therefore, false-positive samples at this stage
are not final false fall alarms; they are non-fall windows selected for further analysis by the second-
stage classifier.

Figure 2 shows the confusion matrices of the Mahalanobis pre-filter. Figure 2(a) presents the
result for Group A, Figure 2(b) presents the result for Group B, and Figure 2(c) presents the
combined result of the two groups. In Group A, the pre-filter forwarded 864 fall windows to the
CNN and missed 16. It also filtered 18,285 non-fall windows and forwarded 11,864 non-fall
windows for second-stage classification. In Group B, the pre-filter forwarded 950 fall windows
and missed 14. It filtered 18,913 non-fall windows and forwarded 11,298 non-fall windows. For
the combined result, 1,814 fall windows were forwarded, 30 were missed, and 37,198 non-fall
windows were filtered before CNN inference.

Table 2. Mahalanobis pre-filtering performance.

Evaluation | o o chold | Fall recall | FPR | Specificity | Activation | Filtering
set rate rate
Group A 2.13 98.18% | 39.35% | 60.65% | 41.02% | 58.98%
Group B 2.07 98.55% | 37.40% | 62.60% | 39.29% | 60.71%
Combined - 98.37% | 38.37% | 61.63% | 40.15% | 59.85%

Table 3 summarizes the main performance metrics derived from the confusion matrices. The
selected thresholds were t = 2.13 for Group A and t = 2.07 for Group B. The fall recall values
were 98.18% and 98.55%, respectively. These results show that most fall windows were retained
for the CNN classifier. The combined fall recall was 98.37%, with a specificity of 61.63% and a
filtering rate of 59.85%. The false-positive rates were 39.35% for Group A and 37.40% for Group
B. These values indicate that some non-fall movements still passed the Mahalanobis stage. This
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behavior is expected because some dynamic activities and transition windows exhibit statistical
features similar to those of fall events. In the proposed two-stage structure, these windows are
processed by the CNN rather than treated as final fall alarms.

4.2. Computational efficiency

The second-stage CNN was evaluated as the backend classifier for candidate windows selected
by the Mahalanobis pre-filter. The CNN contains 26,946 trainable parameters and requires
approximately 174K FLOPs per inference. In the validation experiment, the CNN achieved a
precision of 96.59% and an F1-score of 95.98%. After quantization, the CNN was deployed on the
ESP32-S3 MCU, where one inference required approximately 4.7 ms.

Table 3. Computational comparison between CNN-only inference
and the proposed two-stage framework.

Metric CNN-only Group A Group B Combined
baseline hybrid hybrid hybrid
Stage-1 MCU time 0 196 us 196 us 196 us
CNN time per activation 4.7 ms 4.7 ms 4.7 ms 4.7 ms
CNN activation rate 100% 41.02% 39.29% 40.15%
Average MCU time per 4.7 ms 212ms | ~2.04ms | ~2.08ms
window

The Mahalanobis stage has a much lower computational cost than CNN inference. On the
ESP32-S3, Stage 1 required 196 us per window, including min-max normalization, extraction of
the nine statistical features, and Mahalanobis distance computation. Table 4 summarizes the
measured execution times of the CNN-only baseline and the proposed hybrid framework. In the
CNN-only baseline, every window is processed by the CNN, with an average time of 4.7 ms per
window. In the hybrid framework, the Mahalanobis stage is executed for every window, while the
CNN is activated only for candidate windows selected by the pre-filter. As shown in Table 4, the
CNN activation rate decreased from 100% in the baseline to 41.02% in Group A and 39.29% in
Group B. The corresponding average MCU time decreased to approximately 2.12 ms and 2.04 ms
per window, respectively. In the combined setting, the CNN activation rate was 40.15%, and the
average processing time per window was about 2.08 ms. These results show that the Mahalanobis
pre-filter substantially reduces the number of CNN executions and lowers the average runtime on
the MCU while preserving high first-stage recall.

4.3. Discussion

The experimental results indicate that the Mahalanobis distance serves as an effective
lightweight pre-filter for embedded fall detection, reducing nine statistical features to a single
distance value with a single decision threshold. This approach is simpler and more efficient than
using multiple thresholds across axes and features, especially because it accounts for feature
covariance arising from correlated human movement patterns. The threshold value allows for
flexible deployment; lowering it can increase the number of windows sent to the CNN, enhancing
safety for users at high risk of falls. Conversely, raising the threshold filters out more windows,
potentially conserving energy for longer battery life. This means the same pre-filter structure can
accommodate different user profiles without altering the feature extractor or CNN backend.

It is important to note the Mahalanobis pre-filter's role: it is not intended to make the final fall
decision but to eliminate low-risk windows while retaining suspicious ones for CNN classification.
As aresult, false positives mainly increase the CNN's computational load, whereas false negatives
are critical, as they can eliminate potential fall windows. This study has limitations, including the
KFall dataset's focus on young, healthy subjects, whereas the application targets elderly care,
where individuals may exhibit different gait patterns and fall dynamics. Future research should
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test the framework with older adults, assess long-term energy consumption, and explore adaptive
threshold selection for personalized deployment.

5. CONCLUSIONS

This paper presented a two-stage framework for real-time fall detection on wearable embedded
devices. The proposed method uses Mahalanobis distance as a lightweight pre-filter to identify
low-risk accelerometer windows before activating a compact CNN classifier. By combining nine
statistical features into a covariance-aware distance score, the first stage provides a simple and
adjustable screening mechanism for MCU-based deployment. The evaluation on the KFall dataset
showed that the pre-filter preserved high fall sensitivity while substantially reducing the number
of CNN executions. Hardware measurements on the ESP32-S3 further confirmed that the
Mahalanobis stage incurs only a small runtime overhead compared with CNN inference, enabling
the system to reduce average computation by about 60% relative to a CNN-only baseline. These
results indicate that statistical pre-filtering can improve the efficiency of TinyML fall detection
while still reserving neural classification for ambiguous movements. Future work will focus on
validation with older adults, testing in daily-life conditions, long-term energy measurement, and
adaptive threshold calibration for user-specific deployment.
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TOM TAT

Giam chi phi tinh toan cho thiét bi phat hién nga
stt dung bo loc tien xir ly Mahalanobis

Nghién ciru nay trinh bay mét khung hai giai doan cho viéc phat hién nga trén cdc thiél
bi nhiing deo dwoc. Phuong phap dé xuat sur dung khoang cach Mahalanobis lam bo tién
loc nhe dé xdc dinh cdc cira s6 gia toc rii ro thdp trude khi kich hoat bé phén loai CNN.
Bang cdch két hop 9 dic trung thong ké thanh mét gid tri khodng cdch cé tinh dén hiép
phuong sai, giai doan dau cung cdp mét co ché sang loc don gian va cé thé tity chinh dé
trién khai trén MCU. Panh gid trén bg dir liéu KFall cho thay bé tién loc vira duy tri do
nhay ngd cao, vira giam ddang ké so lan thuc thi CNN. Céc phép do phan citng trén ESP32-
S3 xdc nhdn giai doan Mahalanobis chi ton mot lwong chi phi thoi gian chay rat nhé so véi
suy lugn CNN, giiip hé thong giam khodng 60% tinh todn trung binh so véi phwong dn chi
diing CNN. Két qua nay chi ra rang tién loc thong ké c6 thé ndng cao hiéu sudt phat hién
nga cua TinyML ma van giir lai phan loai no-ron cho cac chuyén dong mo ho Nghién cuu
twong lai sé tap trung thir nghiém trén nguoi cao tudi, danh gid trong doi song hang ngay,
do lwong nang heong dai han va hiéu chudn nguéng thich iing cho ting nguoi ding.

Tir khoa: Phat hién ngd; Khoang cach Mahalanobis; TinyML; Tinh toén tai bién; Thiét bi deo; Tinh toan hiéu qua.

54 L. C. Duan, ..., T. T. T. Linh, “Reducing computational ... pre-filtering approach.”




     f =  [  μ  x ,  σ  x ,   r  x ,  μ  y ,  σ  y ,   r  y ,  μ  z ,  σ  z ,   r  z ] #  ( 1 )


   µ  i


    𝜎  i


    r  i


  i ∈ x , y , z


    D  M


       D  M  ( f ) =     ( f − μ )  T   S  − 1  ( f − μ ) #  ( 2 )


   R 9


  S ∈  ℝ  9 x 9


    S  − 1


    D  M


    D  M


    D  M


  a c   c  x ,     a c   c  y ,     a c   c  z ,


     Recall =   T P  T P + F N #  ( 3 )


     FPR =   F P  F P + T N #  ( 4 )


     Specificity =   T N  T N + F P #  ( 5 )


     Activation rate =   T P + F P  T P + F P + T N + F N #  ( 6 )


     Filtering rate =   T N + F N  T P + F P + T N + F N #  ( 7 )

