Research

Research on developing an offline intelligent system for scientific research data
exploitation using large language models and retrieval-augmented generation

Nguyen Duc Hanh, Le Thi Thu Hong"

Institute of Information Technology and Electronics, Academy of Military Science and Technology, 17
Hoang Sam, Nghia Do, Hanoi, Vietnam.

*Corresponding author: lethithuhong1302@gmail.com

Received 9 Apr. 2026; Revised 18 Jun. 2026, Accepted 2 Jul. 2026, Published 15 Oct. 2026.

DOI: https://doi.org/10.54939/1859-1043.j.mst.114.2026.175-182

ABSTRACT

This paper presents an offline intelligent framework for exploiting scientific research
management databases in secure internal network environments. The proposed system integrates
open-source Large Language Models (LLMs) with Retrieval-Augmented Generation (RAG) to
support natural language interaction with relational databases without requiring SQL expertise.
The framework combines three core components: (1) a Text-to-SOL module that converts user
queries into executable SQL statements, (2) a RAG mechanism that enriches query generation
using database schemas, metadata, and domain knowledge, and (3) locally deployed open-source
LLMs optimized for offline inference to ensure data privacy and operational independence. A
benchmark dataset comprising approximately 500 natural language—SQL pairs was constructed
for evaluation. Experimental results on Qwen3, Meta-Llama, and Gemma demonstrate that the
proposed framework achieves reliable SQL generation, efficient inference, and secure offline
deployment, thereby improving the accessibility and efficiency of scientific research data
exploitation while satisfying stringent security requirements.
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1. INTRODUCTION

Digital transformation has become a major driver of organizational modernization by
integrating technologies such as Artificial Intelligence (Al), big data analytics, cloud computing,
and the Internet of Things (IoT) to improve operational efficiency and decision-making [1]. As
organizations accumulate large volumes of structured and unstructured data, effective information
retrieval and knowledge exploitation have become increasingly challenging [2]. Scientific research
management systems exemplify data-intensive environments containing information on research
projects, personnel, publications, and funding within complex relational databases. Accessing
these databases typically requires SQL proficiency and an understanding of database schemas,
while complex queries often involve joins and aggregations. Consequently, non-technical users
encounter significant barriers, and the semantic gap between natural language and database
schemas further limits conventional query methods [3].

Recent advances in Large Language Models (LLMs) have enabled natural language interaction
with relational databases through Text-to-SQL, reducing the need for SQL expertise and
improving semantic query generation [4]. Despite these advances, practical deployment remains
challenging because of complex database schemas, heterogeneous data structures, and domain-
specific business rules. Accurate SQL generation requires effective schema understanding,
semantic schema linking, and contextual reasoning, which continue to be major research
challenges [5]. Furthermore, existing benchmark datasets, such as Spider, differ substantially from
specialized enterprise databases in both schema complexity and domain terminology, limiting their
applicability to real-world scientific research management systems [3, 6]. In addition, processing
domain-specific Vietnamese queries poses notable linguistic and semantic challenges, where
advanced deep learning architectures for Vietnamese text processing play a crucial role in
capturing contextual features and categorization [7].
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Retrieval-Augmented Generation (RAG) has become an effective solution for enhancing the
reliability and contextual understanding of LLM-based systems by retrieving relevant external
knowledge during inference, thereby reducing hallucinations and improving factual accuracy [6, 8].
Recent advances, including hybrid retrieval, metadata-aware search, semantic chunking, tabular
text embeddings [13], and knowledge graph integration, further improve retrieval quality and
contextual relevance [9, 10]. In Text-to-SQL applications, RAG provides access to database
schemas, metadata, and example queries, effectively bridging the semantic gap between user intent
and database structures. Meanwhile, strict security requirements in enterprise and government
environments have encouraged the adoption of open-source LLMs deployed within private
infrastructures, ensuring data privacy, regulatory compliance, and operational independence [11].
Moreover, instruction tuning and Reinforcement Learning from Human Feedback (RLHF) have
demonstrated substantial improvements in the performance of locally deployed models for
domain-specific applications [12].

Motivated by these challenges, this study proposes an offline intelligent framework for natural
language interaction with scientific research management databases. The framework integrates
Text-to-SQL generation, RAG, and locally deployed open-source LLMs to provide secure,
accurate, and efficient data access in security-sensitive environments. Contextual retrieval
enhances schema understanding and SQL generation, thereby narrowing the semantic gap between
user queries and database structures. The remainder of this paper is organized as follows. Section
2 describes the proposed methodology and experimental setup. Section 3 presents the experimental
results and discussion. Finally, Section 4 concludes the paper and outlines future research
directions.

2. METHODOLOGY

2.1. Overview of proposed method
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Figure 1. The proposed intelligent system for scientific research data exploitation.

This study proposes an offline intelligent framework for exploiting scientific research
management databases through natural language interaction. The framework enables non-
technical users to retrieve information, perform statistical analysis, and generate reports without
requiring knowledge of SQL or database schemas. As illustrated in Figure 1, the system consists
of six interconnected components. User queries are first processed by an NLP module for intent
recognition and semantic analysis. A RAG module then retrieves relevant contextual information,
including database schemas, metadata, and table descriptions, to enhance semantic understanding.
The retrieved context is provided to a locally deployed LLM, which generates executable SQL
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queries using a Text-to-SQL mechanism. These queries are validated and executed on the scientific
research management database, which contains information on research projects, scientific
personnel, laboratory equipment, and investment programs. Finally, the results are presented as
tables, visualizations, and natural language summaries. The entire framework operates fully
offline, ensuring data security, privacy, and independence from external cloud services.

2.2. Retrieval-augmented generation

The RAG module plays a central role in improving the accuracy and reliability of natural
language database querying. Rather than relying solely on the internal knowledge of a LLM, the
RAG mechanism dynamically retrieves relevant contextual information from external knowledge
sources, including database schemas, metadata descriptions, and entity relationships.
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Figure 2. Retrieval-Augmented Generation

By incorporating domain-specific knowledge into the query generation process, RAG reduces
semantic ambiguity, enhances schema comprehension, and improves the quality of Text-to-SQL
translation. In the proposed framework, RAG serves as an intermediary layer that bridges user
intentions and the underlying scientific research management database.

a) Schema extraction

The Schema Extraction module automatically collects and organizes database metadata to
provide contextual knowledge for downstream SQL generation. During initialization, the system
scans the relational database and extracts schema information, including table names, column
names, data types, constraints, and representative sample records. For scientific research
management databases, the extracted schema may include tables such as research projects
(tbINhiemVu), researchers (tblCanBo), laboratory equipment (tblTrangThietBi), and investment
projects (¢blDuAnDauTu). This structured metadata repository provides explicit domain
knowledge that facilitates accurate interpretation of user queries and reliable SQL generation.

b) Semantic schema linking

The Semantic schema linking module establishes semantic connections between user
expressions and database entities. For instance, the terms research projects, researchers, laboratory
equipment, and investment projects may correspond to the tables tbINhiemVu, tblCanBo,
tblTrangThietBi, and tblDuAnDauTu, respectively. To support semantic matching, schema
elements and metadata descriptions are transformed into dense vector embeddings and stored within
a graph-based knowledge repository, such as FalkorDB or Graphiti. This enables semantic retrieval
beyond keyword matching, allowing the system to identify relevant database entities even when
users employ different terminology. Consequently, the framework improves schema selection
accuracy and provides richer contextual information for subsequent Text-to-SQL generation.
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2.3. LLM-based SQL generation

The LLM-based SQL generation module serves as the core component for transforming natural
language queries into executable SQL statements. In the proposed framework, the LLM functions
as a semantic translator that interprets user intent and generates database queries without requiring
SQL expertise. The system supports both zero-shot and few-shot generation strategies. To enhance
generation accuracy, prompt engineering is applied, incorporating task instructions, retrieved
schema information, the user query, and a constrained output format. For example, for the query
“List the top five research projects with the highest funding in 2024,” the model uses information
from tables such as thINhiemVu and tblKinhPhi to generate an SQL statement that aggregates
funding data, ranks projects by budget, and returns the top five results. This approach enables
accurate and user-friendly database access through natural language interaction.

2.4. SQL execution, automatic error correction, and result presentation

Following SQL generation, the query is executed by the underlying Relational Database
Management System (RDBMS), which validates the syntax, resolves schema relationships, and
retrieves the requested information. To enhance reliability, the framework incorporates an automatic
error-correction mechanism. When execution fails due to issues such as invalid table references,
incorrect column names, or improper JOIN conditions, the generated SQL statement, database error
message, and schema context are returned to the LLM for refinement. The model then produces a
corrected SQL query, and the process is repeated automatically until successful execution is achieved
or a predefined limit is reached. The retrieved results are presented as structured tabular data and
subsequently analyzed by the LLM to generate concise natural language summaries. In addition, the
system automatically selects and produces appropriate visualizations, including bar charts, pie charts,
and line charts, based on the characteristics of the returned data. This integrated workflow improves
query success rates, enhances result interpretability, and supports efficient exploration of scientific
research management data through natural language interaction.
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Figure 3. SOL execution, automatic error correction, and result presentation.
3. RESULTS AND DISCUSSION

3.1. Dataset construction

This study utilizes a Scientific Research Management Dataset developed by the Military
Institute of Science and Technology. Based on this database, a domain-specific query dataset
consisting of natural language—SQL pairs was constructed. These datasets provide a realistic
benchmark for developing and evaluating Text-to-SQL and RAG techniques.
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a) Scientific research management dataset

The Scientific Research Management Dataset is a relational database covering four main
domains: researchers, research projects, investment projects, and laboratory equipment. It stores
information on personnel profiles, project activities, funding, publications, infrastructure, and
equipment management with 68 tables. The database contains numerous interconnected entities
linked through foreign-key relationships, creating a realistic and complex environment for
evaluating schema understanding, semantic retrieval, and Text-to-SQL generation in scientific
research management applications.

b) Scientific research management query dataset

To evaluate the proposed framework, a benchmark dataset of 500 manually constructed natural
language—SQL pairs was created by domain experts. The dataset is divided into three complexity
levels: L1 (200 queries) containing single-table queries with simple filtering conditions, L2 (200
queries) requiring one or two JOIN operations, and L3 (100 queries) involving multiple JOINs and
complex filtering conditions. Representative examples include retrieving researchers participating
in funded projects during a specific period or identifying the highest-funded projects in a given year.
This hierarchical design enables comprehensive assessment of schema linking, contextual retrieval,
join prediction, and SQL generation performance across varying levels of query complexity.

Table 1. Examples of natural query-SQL pairs in a query dataset.

Natural language

Level . SQL
question
L1 List all researchers who SELECT * FROM tblCanBo WHERE HocVild = 3
hold a PhD degree ORDER BY HoTen;

SELECT cb.HoTen, hh.TenHocHam FROM tblCanBo cb
LEFT JOIN tbl[HocHam hh ON hh.HocHamlId =
cb.HocHamld WHERE hh.TenHocHam = N'Gi4o su'
ORDER BY cb.HoTen;

List all researchers who
L2 have the academic title of
Professor.

SELECT cb.HoTen, hv.TenHocVi, gt. TenGioiTinh,
dv.TenDonVi FROM tblCanBo cb LEFT JOIN tblHocVi
List all female researchers | hv ON hv.HocVild = cb.HocVild LEFT JOIN tblGioiTinh
with a PhD degree who gt ON gt.GioiTinhld = ¢b.GioiTinhld LEFT JOIN
work at the Institute of | tbIDMDonVidv ON dv.DMDonVild = cb.DMDonVild
Information Technology. | WHERE hv.TenHocVi = N'Tién si' AND gt.TenGioiTinh
= N'N&' AND dv.TenDonVi = N'Vién Cong nghé Thong

tin' ORDER BY cb.HoTen,;

L3

3.2. Experiment setup

To evaluate the effectiveness of the proposed framework, a complete Text-to-SQL system was
implemented and tested using three large language models (LLMs): Qwen3-VL-32B-Instruct-FP§,
Meta-Llama-3-70B-Instruct, and Gemma-2-9B. To clarify the hardware configuration and support
reproducibility, these LLMs were deployed on a server equipped with NVIDIA A100 GPUs. A
CPU-based client machine was then used to access the models via API to generate the SQL queries.
Specifically, both the generated SQL and the corresponding ground-truth SQL were converted into
vector representations using OpenAl’s text-embedding-3-large model. Their semantic similarity
was then measured using cosine similarity:

A-B |
TAT BT @
where A - B denotes the dot product and [|-|| represents the Euclidean norm. The similarity score

SimilarityScore(A,B) =
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ranges from —1 to 1, with higher values indicating stronger semantic alignment. In general, scores
above 0.9 represent highly similar query semantics, whereas scores below 0.7 indicate potentially
incorrect SQL generation.

3.3. Results and discussion

Table 2. Examples of queries and SQL generated by the proposed method.

‘Chuong trinh KC.07.18'

Natural
language SQL benchmark SQL generated by proposed method
question
List all SELECT cb.* FROM tbl_CanBo cb
researchers SELECT * EROM tblCanBo INNER JOIN tblHocY1 hv ON
who hold a WHERE HocVild =3 ORDER BY hV.Hochlq = cb.H?chld WHERE
PhD degree HoTen; hv.TenHocVi = N'Tién si' ORDER BY
cb.HoTen;
Showall 1 gp1 ECT NhiemVuld, TenNhiemVu
research BatDau. Ke tThL’lC FROM > | SELECT NhiemVuld, TenNhiemVu,
projects whose tblNhi,emVu WHERE BatDau FROM tbINhiemVu WHERE
implementation TrangThai ThucHien = 5 ORDER TrangThaiThucHien = 5 ORDER BY
status is BY KetThuc DESC: BatDau DESC;
completed
SELIR(‘;geEKI'}IEZEI\I;ZuId’ SELECT nV.MaSq,nv.TongKinhPhi,
List all ct.TenChuongTrinhDeAn FROM ct.TenChuongTrlnhDeAn FROM
research tbINhiemVu nv LEFT JOIN tbINhiemVu v LEFT JOIN
projects tblChuongTrinhDeAn ct ON tblChuongTrlr-lhDeAn ct O_N
belonging to ct.ChuongTrinhDeAnld = ct.ChuongTrlnhDeAnId o
the KC.07.18 | nv.ChuongTrinhDeAnld WHERE VV'Ch}‘lmnng}h}?eAnId_WI,{%RE
Program. ct.TenChuongTrinhDeAn = N' ct-TenChuongTrinhDeAn = N'Chuong

trinh KC.07.18' ORDER BY

projects at the
ministry
management
level that are
currently being
implemented
and belong to
the field of
Information
Technology.

LEFT JOIN tblCapQuanLy cq ON
cq.CapQuanLyld = nv.CapQuanLyld
LEFT JOIN tblLinhVucKH lv ON
lv.LinhVucKHId =
nv.LinhVucKHId LEFT JOIN
tblTinhTrang tt ON tt.TinhTrangld =
nv.TinhTrangld WHERE
cq.TenCapQuanLy = N' B§ Qudc
phong - Bg, nganh khac ' AND
lv.TenLinhVucKH = N'C6ng nghé
thong tin' AND
nv.TrangThaiThucHien =2 ORDER
BY nv.NhiemVuld DESC;

ORDER BY nv.NhiemVuld DESC; nv.NhiemVuld DESC;
SELECT nv.NhiemVuld,
nv.TenNhiemVu, SELECT nv.NhiemVuld,
cq.TenCapQuanLy, nv.TenNhiemVu, cq.TenCapQuanLy,
) lv.TenLinhVucKH, tt.TenTinhTrang | lv.TenLinhVucKH, tt.TenTinhTrang
Find research FROM tbINhiemVu nv FROM tbINhiemVu nv LEFT JOIN

tblCapQuanLy cq ON
cq.CapQuanLyld = nv.LoaiHinhld
LEFT JOIN tblLinhVucKH Iv ON
lv.LinhVucKHId = nv.LinhVucKHId
LEFT JOIN tblTinhTrang tt ON
tt. TinhTrangld = nv.TinhTrangld
WHERE cq.TenCapQL = N'B Quéc
Phong - B9, nganh khac' AND
lv.TenLinhVucKH = N'Cong nghé¢
thong tin' AND
nv.TrangThaiThucHien = 2
ORDER BY nv.NhiemVuld DESC;
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The experimental results demonstrate the efficacy of the proposed Text-to-SQL framework in
generating semantically accurate queries for the scientific management database. As shown in
Table 2, the model successfully processes simple queries (L1, L2) —such as retrieving researchers
with PhDs or completed projects—preserving the intended semantics despite variations in attribute
selection and join structures. This underscores the limitations of exact string matching for
evaluation. However, performance notably degrades in complex Level 3 (L3) queries that require
multi-table reasoning and domain-specific knowledge. An in-depth failure analysis of these L3
queries reveals three primary sources of error. First, schema mapping errors frequently occur when
the model selects incorrect table references or invalid attributes. Second, multi-table join errors
arise from mismatched foreign keys during complex relational linkages. Finally, the model
occasionally produces SQL syntax errors, rendering the generated queries unexecutable.

To quantitatively assess semantic correctness, cosine similarity between embeddings of
generated and benchmark SQL queries was computed, where scores >0.9 denote high semantic
alignment and <0.7 suggest potentially incorrect SQL generation. As shown in Table 3, Meta-
Llama-3-70B-Instruct exhibited the highest overall robustness (0.83) and stability across
complexity levels. However, trend analysis reveals that no model achieved the ideal >0.9
threshold. Furthermore, as query complexity increased to Level 3, the performance of Qwen3 and
Gemma-2 dropped below the 0.7 critical threshold (0.65 and 0.67, respectively), indicating a high
probability of generating invalid SQL structures in complex multi-table reasoning scenarios.

Table 3. Similarity scores of generated SQL and standard SQL with different LLMs.

LLM Level 1 Level 2 Level 3 All
Qwen3-VL-32B-Instruct-FP8 0.8 0.69 0.65 0.76
Meta-Llama-3-70B-Instruct 0.86 0.85 0.81 0.83
Gemma-2-9B 0.72 0.68 0.67 0.71

4. CONCLUSIONS

This study presents an offline intelligent framework for scientific research management data
exploitation by integrating LLM with RAG. The proposed system enables natural language queries
to be automatically translated into SQL statements, allowing users without database expertise to
access and analyze relational data efficiently. Deployment on local infrastructure ensures data
security and operational independence, making the framework suitable for sensitive research
environments. Experimental results demonstrate the effectiveness of the approach, with Meta-
Llama-3-70B-Instruct achieving the highest semantic similarity score of 0.83, confirming the
potential of open-source LLMs for domain-specific Text-to-SQL applications. Despite these
promising results, performance declines as query complexity increases, particularly for Level 3
queries involving multiple joins and complex filtering conditions. Future work will focus on
integrating auto-healing mechanisms through recursive feedback from database execution logs,
enabling iterative SQL refinement. In addition, improvements to the RAG component, including
enhanced schema linking and graph-based knowledge representations, will be investigated to
reduce hallucinations and strengthen reasoning capabilities in complex real-world scenarios.
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TOM TAT
Nghién ciru phit trién hé thong thong minh ngoai tuyén phuc vu
khai thac dir li€éu quan ly nganh khoa hoc cong nghé sir dung mo hinh ngdén ngir 16m
va k¥ thuit truy xuat ting cwong sinh (RAG)

Bai bdo trinh bay nghién ciru phdt trién hé thong théng minh ngoai tuyén Pphuc vu khai
thac dir liéu quan Iy khoa hoc va cong nghé trong moi truong mang ngi bg c6 yéu cau cao vé
bao mdt thong tin. H¢ thong dwoc xdy dung trén co so két hop cdc mé hinh ngén ngit lén
(LLM) ma nguon mo voi ky thudt Retrieval-Augmented Generation (RAG), cho phep nguoi
dung truy van, thong ké va tong hop di liéu bang ngdn ngit t nhién tiéng Viét ma khéng can
kién thirc vé ngon ngir truy van co sé dit liéu. Nghién ciru tdp trung vao ba ngi dung chinh:
(1) xdy dung mé hinh Text-to-SOL nham chuyén doi cau hoi tu nhién thanh cau lénh SOQL
trén co so dit lieu chuyén nganh; (2) tich hop co ché RAG dé truy xudt lugc do co sé di liéu,
tir dién dir liéu va cdc quy tic nghiép vu, qua do nang cao kha nang hiéu ngit canh va do
chinh xdc ciia truy van, va (3) trién khai cdc mé hinh LLM hoat déng hoan toan trén ha tang
néi b nham bao dam tinh déc ldp, giam phu thudc vao dich vu dam may va han ché nguy co
ro ri dir liéu. Ba moé hinh Qwen 3, Meta-Llama va Gemma dwoc danh gia trén bo div liéu truy
van chuyén nganh. Két qua thue nghiém cho thdy hé thong hoat dong on dinh trong méi
trieong ngoai tuyén, hé tro hiéu qua truy van tiéng Viét t nhién, ndng cao kha nang khai
théc dit liéu va ddp imng yéu cau an todn théng tin doi véi co sé dir liéu chuyén nganh.

Tir khoa: Text-to-SQL; Sinh ting cuong truy xuat (RAG); M6 hinh ngon ngi 16n; Quan 1y nganh khoa hoc cong nghé.
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