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ABSTRACT

Small UAVs often produce weak and intermittent detections because of their small image size,
background clutter, and rapid apparent motion. This paper presents Evidence-Aware Temporal
Filtering (EATF), an interpretable offline post-processing method for a frozen detector. High-
confidence detections are retained directly, whereas weaker detections are recovered only when
their completed associated tracks satisfy fixed mean-confidence and cumulative-confidence
thresholds. EATF does not retrain the detector, estimate motion states, interpolate boxes, or
generate new detections. On DUT Anti-UAV Tracking, EATF increased frame-level recall from
0.4377 to 0.5319 and F1 from 0.5870 to 0.6416 relative to detector thresholding at 0.55. At
matched recall, it improved precision from 0.7657 to 0.8084 and F1 from 0.6277 to 0.6416.
Compared with default ByteTrack using post-tracking top-1 selection, EATF achieved higher
recall and F1, with paired sequence-level bootstrap intervals supporting both gains. The current
method remains retrospective, single-target, and vulnerable to persistent background false alarms
under the evaluated DUT protocol.
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1. INTRODUCTION

Reliable visual detection of small unmanned aerial vehicles (UAVs) is important for airspace
monitoring and counter-UAV surveillance. The task remains difficult because UAVs are often
small, distant, visually similar to birds, and observed under substantial variations in scale,
illumination, motion, and background complexity. Drone-vs-Bird studies identify small target size,
motion blur, clutter, long observation distance, and inter-class similarity as major sources of error
[1, 2]. Attention mechanisms and optimized YOLO-based architectures have been investigated to
improve small- and long-range UAV detection [3, 4].

Most detectors nevertheless make confidence-based decisions independently for each frame. A
conservative threshold suppresses false detections but removes valid weak UAV responses,
whereas lowering the threshold improves recall while admitting more background detections. This
trade-off is aggravated by imperfect confidence calibration [5]. Temporal methods based on optical
flow, background modeling, temporal consistency, and integrated detection—tracking can improve
robustness [6-10].

This paper presents Evidence-Aware Temporal Filtering (EATF), an interpretable post-
processing rule for a frozen detector. EATF is not proposed as a new multi-object tracker. Greedy
IoU association is used only to group spatially consistent detections and accumulate confidence
evidence. High-confidence detections are retained directly, whereas weaker detections are
recovered when their completed tracks satisfy fixed mean-confidence and cumulative-confidence
thresholds. The method does not estimate motion states, maintain long-term identities, interpolate
boxes, or generate new detections. Because decisions use completed-track statistics, the current
implementation is retrospective and intended for offline video post-processing rather than zero-
latency online tracking.
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The contributions are threefold. First, EATF provides a transparent two-branch rule for direct
retention and track-supported recovery of weak detections. Second, the rule is evaluated using
local parameter sensitivity, temporal averaging, track-confirmation baselines, and ByteTrack [11].
Third, the frozen configuration is externally validated on DUT Anti-UAV Tracking through
matched-recall comparison, paired sequence-level bootstrap analysis, top-1 protocol analysis,
qualitative cases, and complete post-processing runtime measurements.

2. METHODOLOGY

2.1. Temporal association and track-level confidence evidence
Let frame ¢ contain detections D= {d,}\", , where each detection d;; consists of a bounding box

b.:, a class label, and a confidence score s;;. Predictions below the candidate threshold 7...s are
discarded before association. Detections are processed independently for each video in temporal
order. For each remaining detection and active same-class track, EATF computes the IoU between
the candidate box and the most recent track box. A pair is eligible when loU(b, ,,b, ) > 7,,, and
the number of intervening unmatched frames does not exceed G Eligible pairs are sorted by
decreasing IoU and greedily accepted under one-to-one assignment. Unmatched detections
initialize new tracks, and tracks exceeding the gap limit are removed. No motion prediction,
appearance descriptor, or camera-motion model is used.

After processing the video, each completed track r contains L, detections with confidence
scores {s, .}, . EATF computes:

_ 1 ’ .
Sy :L_Ziqsr,k’ S, = ZZ:]S"J‘ (1)

where §, is the mean confidence, and S, is the cumulative confidence. Track length is used only to
define these statistics and is not an independent acceptance condition.

2.2. Simplified EATF decision and output reconstruction
For a candidate detection d;; assigned to completed track », EATF applies:

Keep(dt,i) = 1 I:St,i Z Thigh :| v (I [Er 2 Z-mean ]/\[ [Sr 2 Tsum ]) (2)

where //.] denotes the indicator function. The first branch retains a detection according to its own
confidence. The second branch recovers weaker detections only when both track-level confidence
conditions are satisfied. Because the statistics are computed from completed tracks, earlier
detections may use evidence from later frames. Retained detections preserve their original frame
indices, boxes, class labels, and confidence scores. EATF does not interpolate missing boxes,
predict unobserved locations, or generate new detections.

An earlier formulation also required L >2. This condition is redundant under the fixed
thresholds. If L =1, then §, =s

retained by the high-confidence branch. If L >2, the condition is automatically satisfied. It is

so S, >0.80 already impliess,, >0.80, and the detection is

£

therefore omitted from the final rule.
3. EXPERIMENTAL SETUP

3.1. Datasets and evaluation protocol

The detector was developed on processed Drone-vs-Bird 2023 data [2], while DUT Anti-UAV
Tracking was reserved for external validation [12]. Table 1 summarizes the evaluated splits.
Drone-vs-Bird includes open-sky, cloud, mountainous, urban, and backlit scenes, whereas DUT
additionally contains vegetation, fields, buildings, haze, and low-contrast backgrounds. These
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environment descriptions are qualitative rather than exhaustive scene labels.
Table 1. Summary of the datasets used in this study.

Dataset/split | Sequences | Frames Positif:z/ﬁ:sgative Resolution ti\:;eiiiil;e
Pronevs-Bird |53 | 56622 | 5561571007 | J20eT00 | 20x18 px
Dr;’;‘gfffd 11 10,469 10,176 /293 ééigiﬁgd 4828 px
Pronevs-Bird |5 | 19279 | 19,133/ 146 TonaTos | 38x28 px
DUT tZ’S‘ttemal 20 24,804 22,218 /2,586 llggg:fggé 75%42 px

The internal diagnostic set contained 1,092 frozen tracks, including 980 positive and 112
negative tracks. A track was positive when it contained at least one detection matched to ground
truth at IoU >0.30 and at least 30% of its detections were matched. Because this subset was
positive-dominant, it was used only for rule analysis. External evaluation used all 20 DUT
sequences and 24,804 frames. Predictions were correct at IoU >0.50. As DUT contains at most
one annotated target per frame, the principal protocol retained one final hypothesis per frame.
Associating all detector candidates before post-filter top-1 selection yielded F1 =0.6407, compared
with 0.6416 for the principal pre-association top-1 protocol. The evaluation therefore represents a
single-target rather than general multi-object setting.

3.2. Detector, EATF configuration, and baselines

A frozen YOLOI 1n checkpoint was fine-tuned for 100 epochs on Drone-vs-Bird at 1280-pixel
input size and evaluated at 960 pixels using pretrained Ultralytics weights [13]. No DUT data were
used for detector training or EATF parameter selection. EATF uses cand=0.01, to0=0.15, Guax=1,
Thigh=0.55, Tmean=0.36 and 74,»=0.80. The configuration was frozen before DUT evaluation.
Because the historical records do not establish a single global optimization procedure, we report
local sensitivity and make no claim of parameter optimality. Baselines included detector thresholds
0.55 and 0.242, length-only, mean-confidence, cumulative-confidence, trailing means with
windows 3 and 5, and ByteTrack [11]. ByteTrack used Ultralytics 8.4.23 defaults: high/low/new-
track thresholds of 0.25/0.10/0.25, track buffer=30, match_thresh=0.80, score fusion, and 30 fps.
It processed all cached candidates, followed by post-tracking top-1 selection. No DUT-specific
ByteTrack tuning was performed.

3.3. Metrics, bootstrap analysis, and runtime measurement

We report precision, recall, F1, and the target-absent false-positive rate (AFPR). AFPR is the
number of target-absent frames containing at least one retained prediction divided by the total
number of target-absent frames. Each target-absent frame contributes at most one false-alarm
event, regardless of the number of retained predictions in that frame; lower AFPR is preferable.

Uncertainty was assessed using 10,000 paired sequence-level bootstrap replicates with seed 42.
In each replicate, 20 DUT sequences were sampled with replacement using identical indices for
all compared methods. TP, FP, FN, target-absent frames, and false-positive absent frames were
pooled before metric computation. Undefined metrics were excluded pairwise; all reported
comparisons retained 10,000 valid replicates. The favorable proportion uses A >0 for precision,
recall, and F1, and A <0 for AFPR, where A=EATF—baseline.

Detector inference required 29.99 ms/frame on an RTX 5060 Ti. Complete EATF post-
processing required a median 0.595 ms/frame on an Intel Xeon Silver 4310: 0.004 ms for top-1
reduction, 0.484 ms for association, 0.106 ms for feature extraction, and 0.001 ms for rule
evaluation. The measurements represent amortized offline processing. Post-processing used
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Python 3.13.5 and Ultralytics 8.4.23.
4. RESULTS AND DISCUSSION

4.1. Rule simplification and local sensitivity

The original rule containing the minimum-track-length predicate and the simplified rule in (2)
produced identical decisions. No mismatch was found among the 1,092 frozen internal tracks or
among the 24,318 associated DUT detections. On the internal diagnostic subset, both rules
produced 662 true-positive and 13 false-positive tracks, corresponding to a precision of 0.9807, a
recall of 0.6755, and an F1 score of 0.8000. The DUT frame-level metrics were also unchanged.
These results confirm the logical analysis in Section 2.2 and show that removing the length
predicate simplifies the method without altering any reported decision. Local threshold sensitivity
was evaluated on tracks reconstructed from the internal frame-level data. At the frozen association
configuration z,u=0. 15 and G.x=1, this analysis contained 2,014 tracks, including 1,480 positive
and 534 negative tracks. Table 2 varies one decision threshold at a time while fixing all other
parameters at Thigh=0.53, Tmean=0.36, and 7m=0.80.

Table 2. One-factor threshold sensitivity at the frozen internal association setting.

Varied parameter Precision Recall F1 AF1
o = OF;‘;Zizcoiﬁog‘;?tfz _050) 0.9355 0.7061 | 0.8048 0
Thigh = 0.50 0.9200 0.7615 0.8333 +0.0285
Thigh = 0.60 0.9423 0.6074 0.7387 —0.0661
Tmean = 0.30 0.9310 0.7203 0.8122 +0.0074
Tmean = 0.42 0.9421 0.6932 0.7988 —0.0060
Tsum = 0.60 0.9307 0.7074 0.8038 —0.0010
Tsum = 1.20 0.9407 0.6865 0.7938 —0.0110

The high-confidence threshold had the largest effect. Lowering it from 0.55 to 0.50 increased
recall and F1 but reduced precision and increased the number of false-positive tracks from 72 to
98. Increasing it to 0.60 produced the opposite trade-off and reduced F1 to 0.7387. The mean- and
cumulative-confidence thresholds were less sensitive around the frozen point: F1 varied from
0.7988 to 0.8122 over Tmean€[0.30,0.42] and from 0.7938 to 0.8048 over 1um€[0.60,1.20]. The
frozen configuration was therefore not the maximum-F1 setting on this diagnostic data; it
represents a more conservative precision—recall operating point. This analysis assesses local
robustness and does not retune the configuration used on DUT.

On the original 1,092-track diagnostic subset, applying the mean-confidence condition without
the cumulative constraint increased internal F1 but retained 41 of 112 negative tracks, compared
with 13 for simplified EATF. This motivated retaining cumulative confidence as a conservative
false-track rejection condition rather than as a source of large F1 improvement. Changing i,y or
Gmax repartitions the detections into different track sets, so track-level F1 values are not directly
comparable across association settings. These parameters were therefore retained as part of the
frozen configuration and are not claimed to be optimal.

4.2. External validation and baseline comparison

Table 3 compares simplified EATF with detector thresholding, temporal rules, trailing
averaging, and ByteTrack. EATF achieved the highest F1, although the conservative detector
retained the highest precision and lowest AFPR.
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At matched recall, EATF improved precision and F1 while reducing the AFPR point estimate
relative to threshold reduction. Length-only and cumulative-only filtering produced higher recall
but excessive AFPR, whereas trailing averaging and ByteTrack were more conservative but
recovered fewer targets.

Mean-confidence filtering nearly matched EATF in F1 (0.6413 versus 0.6416). The
cumulative-confidence condition mainly increased precision and reduced AFPR, with no
statistically conclusive F1 gain over mean-only filtering. It therefore acts primarily as a
conservative false-alarm rejection constraint.

Table 3. External validation and temporal-baseline comparison on DUT Anti-UAV Tracking.

Method Precision Recall F1 AFPR
Detector, confidence 0.55 0.8908 0.4377 0.5870 0.0197
Detector, matched recall, 7=0.242 0.7657 0.5319 0.6277 0.1524
Length-only track confirmation 0.5488 0.5718 0.5601 0.7765
Mean-confidence filtering 0.8049 0.5329 0.6413 0.1168
Cumulative-confidence filtering 0.5970 0.5647 0.5804 0.5104
Trailing mean, window 5 0.8022 0.5085 0.6225 0.0762
ByteTrack, default post-top-1 0.7925 0.5082 0.6193 0.0750
Simplified EATF 0.8084 0.5319 0.6416 0.1071

ByteTrack was applied to the full cached detector output, followed by highest-confidence post-tracking
selection in each frame. The other temporal methods used the principal single-target input protocol.

Table 4. Paired sequence-level bootstrap comparisons on DUT Anti-UAV Tracking.

Metric | A = EATF-baseline ‘ 95% CI ‘ Favorable proportion
EATEF vs. detector, confidence 0.55
Precision 1 -0.0824 [-0.2423, 0.0039] 0.0500
Recall 1 +0.0942 [0.0555, 0.1301] 1.0000
Fl1 +0.0547 [0.0007, 0.1001] 0.9762
AFPR | +0.0874 [0.0112, 0.1377] 0.0000
EATF vs. matched-recall detector
Precision 1 +0.0427 [0.0058, 0.1039] 0.9945
Recall 1 —0.00005 [-0.0076, 0.0062] 0.4986
F11 +0.0139 [0.0017, 0.0265] 0.9901
AFPR | —0.0452 [-0.1593, 0.0450] 0.8151
EATEF vs. ByteTrack post-top-1
Precision 1 +0.0159 [-0.0049, 0.0477] 0.9184
Recall 1 +0.0237 [0.0087, 0.0395] 0.9999
F11 +0.0223 [0.0084, 0.0364] 0.9999
AFPR | +0.0321 [-0.0410, 0.0688] 0.1490

Table 4 reports paired bootstrap differences, defined as A = EATF-baseline. Positive
differences favor EATF for precision, recall, and F1; negative differences favor EATF for AFPR.

Relative to detector thresholding at 0.55, EATF showed statistically supported gains in recall
and F1, but lower precision and higher AFPR. Against the matched-recall detector, the precision
and F1 improvements were supported, whereas the recall difference was negligible and the AFPR
difference remained inconclusive. Compared with ByteTrack, EATF achieved statistically
supported gains in recall and F1; however, the confidence intervals for precision and AFPR
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included zero. These results indicate that EATF primarily improves target recovery and overall F1
rather than uniformly improving all operating characteristics.

4.3. Sequence-level and qualitative analysis

Figure 1 shows that EATF increased recall in 16 of 20 DUT sequences, with the largest gains
in videos 07, 11, 08, and 10. The AFPR effect was less uniform: video 09 combined substantial
recovery with the largest false-alarm increase, confirming that persistent background responses
remain sequence-dependent.

(a) Recall difference by sequence (b) Recall-AFPR trade-off
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Figure 1. Sequence-level changes of simplified EATF relative to detector thresholding at 0.55 on
DUT: (a) Recall difference by sequence; (b) Recall-AFPR trade-off

Sequence-level AFPR was defined only for the nine sequences containing at least one target-
absent frame. It was undefined for the remaining eleven sequences and was therefore omitted from
Figure 1(b), rather than assigned a value of zero. The scatter plot consequently characterizes false-
alarm trade-offs only for sequences in which AFPR can be evaluated.

Detector 0.55 Simplified EATF

No retained prediction

)
d friith

Successful low-confidence recovery
video04, frame 133

No retained prediction]

Prediction 0.419

il

Persistent background false alarm
video07, frame 317

No retained prediction

Eﬂm W

Near-threshold localization failure
video19, frame 506

u ; oU = 0.4998 = 0.50

Figure 2. Representative DUT cases selected from the frozen evaluation outputs: low-confidence
recovery, persistent background false alarm, and near-threshold localization failure.
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Figure 2 illustrates successful recovery of a weak UAV response, a persistent background false
alarm, and a localization failure just below the IoU threshold. EATF retained the original boxes
and therefore could neither correct the near-threshold localization error nor recover frames without
detector candidates. The method consequently addresses confidence-based rejection, but not
localization or semantic background confusion. All three cases were selected from the same frozen
DUT evaluation outputs used for the quantitative analysis.

Overall, the sequence-level and qualitative analyses indicate that EATF is most effective when
weak UAV responses remain spatially consistent, but it remains vulnerable to persistent
background tracks and detector localization errors.

5. CONCLUSIONS

This paper presented simplified EATF, an interpretable offline post-processing method for
recovering low-confidence UAV detections using mean and cumulative track confidence. On DUT
Anti-UAV Tracking, EATF increased recall from 0.4377 to 0.5319 and F1 from 0.5870 to 0.6416
relative to detector thresholding at 0.55. At matched recall, it achieved higher precision and F1
than threshold reduction, and it also obtained higher recall and F1 than default ByteTrack under
the evaluated single-target protocol.

The current method remains limited by retrospective completed-track processing, persistent
background false alarms, and its inability to correct inaccurate or missing detector boxes. Future
work will investigate online running statistics, motion and appearance consistency, background-
track rejection, and extension to multi-target video.
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TOM TAT

EATF: Loc theo thoi gian dwa trén bang chirng
dé khoi phuc cac phat hién UAV c6 dj tin cly thap

Cdc UAV ¢é nhé thwong tao ra phat hién yéu va khong lién tuc do kich thude danh nho,
nhiéu nén va chuyén dong nhanh. Bai bdo dé xudt Evidence-Aware Temporal Filtering
(EATF), mgt phwong phdp héu xit Iy ngoai tuyén cho bg phdt hién cé dinh. Phat hién cé do
tin cdy cao dwge giik triec tiép; phdt hién yéu hon chi dwoc khéi phuc khi quy dao hoan thanh
théa ngudng dé tin cdy trung binh va tich liiy. EATF khéng yéu cau hudn luyén lai, khong
woe lwong chuyén dong, khong ndi suy hop gidi han va khéng sinh phat hién méi. Trén DUT
Anti-UAV Tracking, EATF tang Recall tir 0.4377 lén 0.5319 va FI tir 0.5870 lén 0.6416 so
véi nguong 0.55. O mikc Recall twong dwong, Precision ting tir 0.7657 1én 0.8084 va F1
tang twr 0.6277 lén 0.6416. So voi ByteTrack sau post-tracking top-1, EATF dat Recall va
FI cao hon. Phuwong phdp mang tinh hoi civu, gidi han ¢ mét muc tiéu va con chiu dnh
hieong ciia qui dao nén bén viing.

Tiwr khoa: Phat hién UAV; Loc theo thoi gian; Cac phat hién c6 d6 tin cay thép.
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